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Preface
TensorFlow is Google's popular offering for machine learning and deep learning. It has
quickly become a popular choice of tool for performing fast, efficient, and accurate deep
learning tasks.

This book shows you practical implementations of real-world projects, teaching you how to
leverage TensorFlow's capabilities to perform efficient deep learning. In this book, you will
be acquainted with the different paradigms of performing deep learning, such as deep
neural nets, convolutional neural networks, recurrent neural networks, and more, and how
they can be implemented using TensorFlow.

This will be demonstrated with the help of end-to-end implementations of three real-world
projects on popular topic areas such as natural language processing, image classification,
and fraud detection.

By the end of this book, you will have mastered all the concepts of deep learning and their
implementations with TensorFlow and Keras.

Who this book is for
This book is for application developers, data scientists, and machine learning practitioners
looking to integrate machine learning into application software and master deep learning
by implementing practical projects in TensorFlow. Knowledge of Python programming and
the basics of deep learning is required to get the most out of this book.

What this book covers
Chapter 1, Machine Learning Toolkit, looks into installing Docker, setting up a machine
learning Docker file, sharing data back with your host computer, and running a REST
service to provide the environment.

Chapter 2, Image Data, teaches MNIST digits, how to acquire them, how tensors are really
just multidimensional arrays, and how we can encode image data and categorical or
classification data as a tensor. Then, we have a quick review and a cookbook approach to
consider dimensions and tensors, in order to get data prepared for machine learning.
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Chapter 3, Classical Neural Network, covers an awful lot of material! We see the structure of
the classical, or dense, neural network. We learn about activation, nonlinearity, and
softmax. We then set up testing and training data and learn how to construct the network
with Dropout and Flatten. We also learn all about solvers, or how machine actually
learns. We then explore hyperparameters, and finally, we fine-tune our model by means of
grid search.

Chapter 4, A Convolutional Neural Network, teaches you convolutions, which are a loosely
connected way of moving over an image to extract features. Then we learn about pooling,
which summarizes the most important features. We will build a convolutional neural
network using these techniques and we combine many layers of convolution and pooling in
order to generate a deep neural network.

Chapter 5, An Image Classification Server, uses a Swagger API definition to create a REST
API model, which then declaratively generates the Python framework in order for us to
serve that API. Then, we create a Docker container that captures not only our running code
(that is, our service) but also our pre-trained machine learning model. This then forms a
package so that we are able to deploy and use our container. Finally, we use this container
to serve and make predictions.

To get the most out of this book
You'll need:

Experience with command-line shell
Experience with Python scripting or application development

Download the example code files
You can download the example code files for this book from your account at
www.packtpub.com. If you purchased this book elsewhere, you can visit
www.packtpub.com/support and register to have the files emailed directly to you.

You can download the code files by following these steps:

Log in or register at www.packtpub.com.1.
Select the SUPPORT tab.2.
Click on Code Downloads & Errata.3.
Enter the name of the book in the Search box and follow the onscreen4.
instructions.

http://www.packtpub.com
http://www.packtpub.com/support
http://www.packtpub.com/support
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Once the file is downloaded, please make sure that you unzip or extract the folder using the
latest version of:

WinRAR/7-Zip for Windows
Zipeg/iZip/UnRarX for Mac
7-Zip/PeaZip for Linux

The code bundle for the book is also hosted on GitHub
at https://github.com/PacktPublishing/Hands-On-Deep-Learning-for-Images-with-Te
nsorFlow. In case there's an update to the code, it will be updated on the existing GitHub
repository.

We also have other code bundles from our rich catalog of books and videos available
at https://github. com/ PacktPublishing/ . Check them out!

Conventions used
There are a number of text conventions used throughout this book.

CodeInText: Indicates code words in text, database table names, folder names, filenames,
file extensions, pathnames, dummy URLs, user input, and Twitter handles. Here is an
example: "You just have to type docker --help to make sure that everything is installed."

Any command-line input or output is written as follows:

C:\11519>docker build -t keras .

Bold: Indicates a new term, an important word, or words that you see onscreen. For
example, words in menus or dialog boxes appear in the text like this. Here is an example:
"We're going to select and copy the test command we'll be using later, and click on Apply."

Warnings or important notes appear like this.

Tips and tricks appear like this.

https://github.com/PacktPublishing/Hands-On-Deep-Learning-for-Images-with-TensorFlow
https://github.com/PacktPublishing/Hands-On-Deep-Learning-for-Images-with-TensorFlow
https://github.com/PacktPublishing/
https://github.com/PacktPublishing/
https://github.com/PacktPublishing/
https://github.com/PacktPublishing/
https://github.com/PacktPublishing/
https://github.com/PacktPublishing/
https://github.com/PacktPublishing/
https://github.com/PacktPublishing/
https://github.com/PacktPublishing/
https://github.com/PacktPublishing/
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Get in touch
Feedback from our readers is always welcome.

General feedback: Email feedback@packtpub.com and mention the book title in the
subject of your message. If you have questions about any aspect of this book, please email
us at questions@packtpub.com.

Errata: Although we have taken every care to ensure the accuracy of our content, mistakes
do happen. If you have found a mistake in this book, we would be grateful if you would
report this to us. Please visit www.packtpub.com/submit-errata, selecting your book,
clicking on the Errata Submission Form link, and entering the details.

Piracy: If you come across any illegal copies of our works in any form on the Internet, we
would be grateful if you would provide us with the location address or website name.
Please contact us at copyright@packtpub.com with a link to the material.

If you are interested in becoming an author: If there is a topic that you have expertise in
and you are interested in either writing or contributing to a book, please visit
authors.packtpub.com.

Reviews
Please leave a review. Once you have read and used this book, why not leave a review on
the site that you purchased it from? Potential readers can then see and use your unbiased
opinion to make purchase decisions, we at Packt can understand what you think about our
products, and our authors can see your feedback on their book. Thank you!

For more information about Packt, please visit packtpub.com.

http://www.packtpub.com/submit-errata
http://authors.packtpub.com/
https://www.packtpub.com/


1
Machine Learning Toolkit

In this chapter, we're going to look at the following topics:

Installing Docker
Building a machine learning Docker file
Sharing data back and forth between your host computer and your Docker
container
Building a REST service that uses the machine learning infrastructure run inside
of your Docker container

Installing Docker
We'll need to download Docker to get it installed, and in this section, you'll see how we
install Docker on Windows and use a script that's suitable for installation on Linux.
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Let's install Docker from https:/ /www. docker. com/. The quickest way to get this done is to
head up to the menu. Here, we'll choose to download the version for Windows. Give it a
click, which will take you right over to the Docker store, where you can download the
specific installer for your platform, as shown in the following screenshot:

Docker installer window

All the platforms are available here. We'll just download the MSI for Windows. It
downloads relatively quickly, and once it's on your PC, you can just click the MSI installer
and it will quickly continue.

Installing on Ubuntu is best done with a script. So, I've provided a sample installation script
(install-docker.sh) that will update your local package manager pointing to the official
Docker distribution repositories, and then simply use apps to get the installation
completed.

https://www.docker.com/
https://www.docker.com/
https://www.docker.com/
https://www.docker.com/
https://www.docker.com/
https://www.docker.com/
https://www.docker.com/
https://www.docker.com/
https://www.docker.com/
https://www.docker.com/
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Getting Docker installed on Linux is pretty straightforward: you just run the install-
docker shell script I've provided. The packages will update, download, and then install.
When you get to the end of it, you just have to type docker --help to make sure that
everything is installed:

Output—docker --help command 

Now, for GPU support, which will make your Keras and TensorFlow models run faster,
there is a special version called nvidia-docker, which exposes devices on Ubuntu to your
Docker containers to allow GPU acceleration. There's an install script for this as well
(install-nvidia-docker.sh). Now, assuming that you do have an actual NVIDIA
graphics card, you can use NVIDIA Docker in place of Docker.
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Here, we're running a test command that uses the NVIDIA SMI, which is really the status
program that shows you the GPU status on your machine:

GPU status

And you can see, our TITAN X is fully exposed to Docker. Getting Docker installed is a
relatively easy operation.
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In the next section, we're going to take a look at authoring a Docker file to set up a complete
machine learning environment.

The machine learning Docker file
Now, let's dive into preparing a machine learning Docker file. In this section, we will take a
look at cloning the source files, the base images that are needed for Docker, installing
additional required packages, exposing a volume so that you can share your work, and
exposing ports so that you'll be able to see Jupyter Notebooks, which is the tool that we'll be
using to explore machine learning.

Now, you'll need to get the source code that goes with these sections. Head on over
to https://github. com/ wballard/ kerasvideo/ tree/ 2018, where you can quickly clone the
repository. Here, we're just using GitHub for Windows as a relatively quick way in order to
make that repository cloned, but you can use Git in any fashion you're comfortable with. It
doesn't matter what directory you put these files in; we're just downloading them into our
local work directory. Then, we're going to use this location as the place to begin the build of
the actual Docker container.

In the clone repository, take a look at the Docker file:

Docker file code

https://github.com/wballard/kerasvideo/tree/2018
https://github.com/wballard/kerasvideo/tree/2018
https://github.com/wballard/kerasvideo/tree/2018
https://github.com/wballard/kerasvideo/tree/2018
https://github.com/wballard/kerasvideo/tree/2018
https://github.com/wballard/kerasvideo/tree/2018
https://github.com/wballard/kerasvideo/tree/2018
https://github.com/wballard/kerasvideo/tree/2018
https://github.com/wballard/kerasvideo/tree/2018
https://github.com/wballard/kerasvideo/tree/2018
https://github.com/wballard/kerasvideo/tree/2018
https://github.com/wballard/kerasvideo/tree/2018
https://github.com/wballard/kerasvideo/tree/2018
https://github.com/wballard/kerasvideo/tree/2018
https://github.com/wballard/kerasvideo/tree/2018
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This is what we'll be using to create our environment. We're starting off with the base
NVIDIA image that has the CUDA and cuDNN drivers, which will enable GPU support in
the future. Now, in this next section, we're updating the package manager that will be on
the container to make sure that we have git and wget updated graphics packages so that
we'll be able to draw charts in our notebooks:

Docker file code

Now, we're going to be installing Anaconda Python. We're downloading it from the
internet, and then running it as a shell script, which will place Python on the machine. We'll
clean up after we're done:

Docker file code

Anaconda is a convenient Python distribution to use for machine learning and data science
tasks because it comes with pre-built math libraries, particularly Pandas, NumPy, SciPy,
and scikit-learn, which are built with optimized Intel Math Kernal Libraries. This is
because, even if you don't have a GPU, you can generally get better performance by using
Anaconda. It also has the advantage of installing, not as a root or globally underneath your
system, but in your home directory. Therefore, you can add it on to an existing system
without worrying about breaking system components that might rely on Python, say, in the
user's bin or whats been installed by your global package manager.
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Now, we're going to be setting up a user on our container called Keras:

Docker file code

When we're running notebooks, they're going to be running as this user, so you'll know
who owns the files at all times. Creating a specific user in order to set up your container
isn't strictly necessary, but it is convenient to guarantee that you have a consistent setup. As
you use these techniques with Docker more, you'll likely explore different base images, and
those user directories set up on those images may not be exactly as you expect. For
example, you may be using a different shell or have a different home directory path. Setting
up your own allows this to be consistent.

Now, we're actually going to be installing conda in our environment:

Docker file code

This will be the Python we're using here, and we'll be installing TensorFlow and Keras on
top of it in order to have a complete environment. You'll notice here that we're using both
conda and pip. So, conda is the package manager that comes with Anaconda Python, but
you can also add packages that aren't available as conda prepackaged images by using the
normal pip command. So in this fashion, you can always mix and match and get the
packages you need.
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In these last sections, we're setting up what's called a VOLUME:

Docker file code

This is going to allow access to the local hard drive on your machine so that your files, as
you're editing them and working on them, are not lost inside the container. Then, we're
exposing a port that the IPython Notebooks will be shared over. So, the container is going
to be serving up port 8888, running the IPython Notebook on the container, and then you'll
be able to access it directly from your PC.

Remember that these settings are from the point of view of the container: when we say
VOLUME src, what we're really saying is that on the container, create a /src that's ready to
receive an amount from whatever your host computer is, which we'll do in a later section
when we actually run the container. Then, we say USER keras: this is the user we created
before. Afterwards, we say WORKDIR, which says use the /src directory as the current
working directory when we finally run our command, that is, jupyter notebook. This
sets everything so that we have some reasonable defaults. We're running as the user we
expect, and we're going to be in the directory that we expect as we go to run the command
that's being exposed on a network port from the container from our Docker.

Now that we've prepared our Docker file, let's take a look at some security settings and
how we can share data with our container.
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Sharing data
In this section, we will take a look at sharing data between your Docker container and your
desktop. We're going to cover some necessary security settings to allow access. We will
then run the self test to make sure that we've got those security settings correct, and finally,
we're going to run our actual Docker file.

Now, assuming you have Docker installed and running, you need to get into the Docker
settings from the cute little whale in the Settings... menu. So, go to the lower right on your
taskbar, right-click the whale, and select Settings...:

Docker Settings
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There are a few security settings we need to get right in order for our VOLUME to work so
that our Docker container can look at our local hard drive. I've popped this setting up from
the whale, and we're going to select and copy the test command we'll be using later, and
click on Apply:

Docker Settings window

Now, this is going to pop up with a new window asking for a password so that we are
allowing Docker to map a shared drive back to our PC so that our PC's hard drive is visible
from within the container. This share location is where we're going to be working and
editing files so that we can save our work.

Now that we have the command that we copied from the dialog, we're going to go ahead
and paste it into the Command Prompt, or you can just type it in where we're going to run
a test container, just to make sure that our Docker installation can actually see local hard
drives:

C:\11519>docker run --rm -v c:/Users:/data alpine ls /data
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So, you can see that with the -v switch, we're saying see c:/Users:, which is actually on
our local PC, and then /data, which is actually on the container, which is the volume and
the alpine test machine. What you can see is that it's downloading the alpine test
container, and then running the ls command, and that we have access:

Output— ls command

Note that if you are running on Linux, you won't have to do any of these steps; you just
have to run your Docker command with sudo, depending upon which filesystem you're
actually sharing. Here, we're running both docker and nvidia-docker to make sure that
we have access to our home directories:

Running docker and nvidia-docker

Remember, nvidia-docker is a specialized version of Docker with
plugins with a nice convenient wrapper that allows local GPU devices on
your Linux installation to be visible from Docker containers. You need to
remember to run it with nvidia-docker if you intend on using GPU
support.
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Now, we're actually going to build our container with the docker build command. We're
going to use -t in order to give it a name called keras, and then go ahead and run the
following command:

C:\11519>docker build -t keras .

This will actually run relatively quickly because I have in fact built it before on this
computer, and a lot of the files are cached:

Output—docker build

Do know that, however, it can take up to 30 minutes the first time you run
it.

Conveniently, the command to build on Linux is the exact same as on Windows with
Docker. However, you may choose to build with nvidia-docker if you're working with
GPU support on your Linux host. So, what does docker build do? Well, it takes the
Docker file and executes it, downloading the packages, creating the filesystem, running
commands, and then saving all of those changes against a virtual filesystem so that you can
reuse that later. Every time you run the Docker container, it starts from the state you were
at when you ran the build. That way, every run is consistent.

Now that we have our Docker container running, we'll move on to the next section where
we'll set up and run a REST service with the Jupyter Notebook.
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Machine learning REST service
Now that we've got our Docker file built and readable, we're going to run a REST service
inside of our container. In this section, we will take a look at running Docker and the
correct command-line arguments, the exposed URL from our REST service, and then finally
we'll be verifying that Keras is fully installed and operational.

And now for the payoff: we're actually going to run our container using the docker run
command. There's a couple of switches we're going to pass here. -p is going to tell us that
port 8888 on the container is port 8888 on our PC, and the -v command (and we're
actually going to mount our local work directory, which is where we cloned the source
code from GitHub) will be mounted into the volume on the container:

C:\11519>docker run -p 8888:8888 -v C:/11519/:/src keras

Press Enter, and suddenly you'll be presented with a token that we're going to actually
going to use to test logging in to the IPython container with our web browser:

Output—docker run

Note that this token will be unique on each instance run, and will differ
for your PC.
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Now, if you have a GPU on a Linux-based machine, there is a separate Docker file in the
gpu folder that you can build a Docker container with in order to get accelerated GPU
support. So, as you can see here, we're just building that Docker container and calling it
keras-gpu:

Building Docker container 

It takes a little while to build the container. There's really nothing important to notice in the
output; you just need to make sure that the container was actually built successfully at the
end:
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Building Docker container 
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Now, with the container built, we're going to go ahead and run it. We're going to run it
with nvidia-docker, which exposes the GPU device through to your Docker container:

sudo nvidia-docker run -p 8888:8888 -v ~/kerasvideo/:/src keras-gpu

Otherwise, the command-line switches are the same as we did for actually running the
straight Keras container, except they're going to be nvidia-docker and keras-gpu. Now,
once the container is up and running, you'll get a URL, and then you'll take this URL and
paste it into your browser to access the IPython Notebook being served by the container:

Output—docker run on Ubuntu system

Now, we'll go ahead and make a new IPython Notebook really quick. When it launches,
we'll import keras, make sure it loads, and that takes a second in order to come up:

Loading Keras

Then, we'll use the following code that uses TensorFlow in order to detect GPU support:

from tensorflow.python.client import device_lib
print(device_lib.list_local_devices())
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So, we'll be running the preceding bit of code in order to see the libraries and devices:

Detecting libraries and devices

Now, we can see that we have GPU.

Flipping over to our web browser, go ahead and paste that URL and go:

Browser window (lacalhost)
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Oops! It can't be reached because 0.0.0.0 is not a real computer; we'll switch that to
localhost, hit Enter, and sure enough we have an IPython Notebook:

IPython Notebook

We'll go ahead and create a new Python 3 Notebook, and give it a quick test by seeing if we
can import the keras library and make sure everything's okay.

Looks like we're all set. Our TensorFlow backend is good to go!

This is the environment that we'll be running throughout this book: a Docker container
fully prepared and ready to go so that all you need to do is start it, run it, and then work
with the Keras and IPython Notebooks that are hosted inside so that you can have an easy,
repeatable environment every time.

Summary
In this chapter, we had a look at how to install Docker, including acquiring it from https:/
/www.docker.com/ , setting up a machine learning Docker file, sharing data back with your
host computer, and then finally, running a REST service to provide the environment we'll
be using throughout this book.

In the next chapter, we're going to dive in and start looking at actual data. Then, we're
going to start by understanding how to take image data and prepare it for use in machine
learning models.

https://www.docker.com/
https://www.docker.com/
https://www.docker.com/
https://www.docker.com/
https://www.docker.com/
https://www.docker.com/
https://www.docker.com/
https://www.docker.com/
https://www.docker.com/


2
Image Data

In the previous chapter, we prepared our Machine Learning Toolkit, where we set up Keras
and Docker in order to allow us to run Jupyter Notebooks to process machine learning.

In this chapter, we're going to look into preparing image data for use with machine
learning and the steps that are involved in hooking that into Keras. We're going to start by
learning about the MNIST digits. These are handwritten characters in the form of images
that we're effectively going to perform Optical Character Recognition (OCR) on with
machine learning. Then, we're going to talk about tensors. Tensors sounds like a math
word, and it is really, but as a programmer, you've seen multidimensional arrays, so you've
actually already been using tensors, and I'll show you the equivalency. Afterward, we're
going to turn images into tensors. Images, as you're used to seeing them on a computer,
need a special form of encoding to be used with machine learning.

Then, we're going to turn to categories; in this case, we're going to use zero through nine,
which are the characters of individual digits, and turn them into category labels. Finally,
we're going to recap, and I'm going to show you essentially a cookbook about how to think
of data when you prepare it for machine learning.

MNIST digits
Now, let's learn about MNIST digits. In this section, we'll look at the ImageData notebook
that I've prepared to help us understand how to deal with image data; downloading and
getting the MNIST digits; looking at images as raw numbers; and then finally, visualizing
the actual images based on this numeric data.
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The code we're going to be working with is contained in an IPython Notebook. This is the
way we've set up our container, so you're going to be running your container like we
mentioned at the end of the setting up your Machine Learning Toolkit. I've also prepared
an ImageData IPython Notebook that we're going to be working with. We will start off by
importing all the necessary packages, and we're going to, turn on Matplotlib in order to
automatically plot. This means that when we show an image, we don't have to call .plot;
it'll do it for us automatically:

Importing packages

Keras actually has the MNIST digits built-in as a dataset, so we're going to use this
convenience and go ahead and load them up.

You need an internet connection because it's going to be downloading
these as a file from Amazon S3.

As we load the data, there will be a Python tuple that we're going to be unpacking iPnto
two sets: a training set, and a testing set:

Python tuple

It is actually a common convention in machine learning to split your data into segments.
You use it in order to see that your model is actually learning with the training set. Then,
you can use a testing set to make sure that your model is not overfitting, which is really
taking into consideration whether your model is memorizing the training data or whether
it's actually learning.
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Now, let's look at a quick setting with the format options for NumPy. As we print out
arrays, we're looping through the image as an array of arrays, and then printing out the
data. As you can see, the image is really just numbers from 0 to 255:

Grey scale image (arrays of array)

This is a grayscale image, and each of these integers here records how dark that particular
pixel is.
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Now, let's plot the image and see what these numbers really look like. Matplotlib has a
simple plot function that you can give an array of arrays, or basically a two-dimensional
array of XY pixels, and it'll draw it out as an .image file. Following, you can see what looks
an awful lot like a zero:

Plotting image

Tensors – multidimensional arrays
Now that we've learned a bit about MNIST digits, we're going to take the time to look at a
tensor, and what a tensor is. We're going to be looking at a NumPy of multidimensional
arrays. Multidimensional arrays are also called tensors. The math vocabulary can be mildly
overwhelming, but we're going to show you that it's a lot simpler than you might think.
Then, we'll look at tensor shape. Tensor shape is really the number of dimensions, or, in
terms of arrays, the number of different indices that you would use to access them. And
then finally, we're going to look at datatypes. The tensors, or multidimensional arrays, can
hold a wide array of different datatypes, and we'll explain some of the differences.

Let's start with the basics. The most basic tensor you can imagine is a one tensor, which, in
programming language is just called an array. It is just an ordered series of individual
numbers packed together. Next up is a two tensor. If you look at the Grey scale image (arrays
of array) screenshot, each row is of one dimension, and each column is another dimension.
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So, row by row, this adds up to being a two tensor. Again, it's just an array of arrays. And
you can see that there are trained images with the bracket zero; we're actually picking out
the first image in an array of images. So, a three tensor, preceding with image data, is
actually an array of images, each with an array of columns and rows of pixels. So, a three
tensor is our basic way of storing black and white images.

As a quick visualization, as you can see in the image at index one, the Xs and the Ys (the
coordinates that are shown following on the digit) are simply the dimensions of the tensor:

Dimension of the tensor

Now, let's talk about shape. You can see here that we call .shape on the NumPy
multidimensional array, or tensor, and it comes back with 60000, 28, 28:

Calling .shape 

These are the three dimensions that make up our three tensors. And it's just a
multidimensional array. Then, there's of course the datatype, or the dtype, as you call it
here on the NumPy multidimensional array. You can see that these images are stored as
uint8, or 8-bit integers, to record the 0 to 255 values. Well, we'll often use this datatype for
source data, particularly for black and white images like the preceding one. When we
convert it into the actual machine learning format, we're going to be working with floating
point.
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Turning images into tensors
In the previous section, we learned a bit about what a tensor is. Now, we're going to use
that knowledge to prepare image data as tensors for machine learning. First, we'll ask a
question: why are we working with data in floating points? Then, we will learn the
difference between samples and the data points at the end of them. Finally, we will
normalize the data for use in machine learning.

So, why a floating point? Well, the real reason is that machine learning is fundamentally a
math optimization problem, and when we're working with floating points, the computer is
trying to optimize a series of mathematical relationships to find learned functions that can
then predict outputs. So, preparing our data for machine learning does involve
reformatting normal binary data, such as an image, into a series of floating point numbers,
which isn't how we'd normally deal with images in terms of image processing, but it's
what's required in order to get machine learning algorithms to engage.

Now, let's talk about samples. By convention, samples are always the first dimension in
your multidimensional array of data. Here, we have multiple samples because machine
learning fundamentally works by looking at a wide array of different data points across a
wide array of different samples and then learning a function to predict outcomes based on
that.

So, each image in our train_images multidimensional array is one of the samples we're
going to be looking at. But as you can see in the Grey scale image (arrays of array) screenshot,
the samples we have right now are definitely not in floating point; these are still in 8-bit
integers.

So, we have to come up with a principled method to transform our images from 8 bit into
floating point.

Now, we're going to start looking at what it really takes to prepare data for machine
learning by looking at normalization. What this really means is that you take your data (in
this case, it's numbers on the range of 0 to 255) and then divide it by another number so
that you squash down the range from 0 to 1:
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Normalization output

This is needed for numerical stability in machine learning algorithms. They simply do
better, converge faster, and become more accurate when your data is normalized on the
range of 0 to 1.

And that's it! We've seen how to deal with input data. Two things to remember: we're going
to be turning everything into floating points, and it's best if we normalize the data on the
range of 0 to 1.
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Turning categories into tensors
In the previous section, we looked at turning images into tensors for machine learning, and
in this section, we will look at turning the output values, the categories, into tensors for
machine learning.

We will cover output classes, what it means to make a discrete prediction, the concept of
one-hot encoding; and then we'll visualize what one-hot encoding looks like as an image,
and then we'll recap with a data preparation cookbook, which you should use to be able to
deal with all kinds of image data for machine learning.

But for now, let's talk about output. When we're talking about digits, there's 0 through 9, so
there's ten different classes, and not classes in the object-oriented sense, but classes in the
label sense. Now, with these labels being from 0 to 9 as individual digits, the predictions
we want to make need to be discrete. It won't do us any good to predict 1.5, there's no such
digit character:

o to 9 predictions

So, for this, we're going to use a data transformation trick. This thing is called one-hot
encoding, and it is where you take an array of label possibilities, in this case, the numbers 0
through 9, and turn them into a kind of bitmap, where each option is encoded as a column,
and only one column is set to 1 (hence one-hot) for each given data sample:

One-hot encoding
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Now, looking at both an input digit (here, 9), and the output bitmap, where you can see
that the forth index has the ninth bit set, you can see that what we're doing in our data
preparation here is having one image as an input and another image as an output. They just
happen to be encoded as tensors (multidimensional arrays of floating point numbers):

Output bitmap

What we're going to be doing when we create a machine learning algorithm is have the
computer learn or discover a function that transforms the one image (the digit nine) into
another image (the bitmap with one bit set on the ninth column), and that is what we mean
by machine learning. Remember that tensors are just multidimensional arrays, and that the
x and y values are just pixels. We normalize these values, which means we get them from
the range of zero to one so that they are useful in machine learning algorithms. The labels,
or output classes, are just an array of values that we're going to map, and we're going to
encode these with one-hot encoding, which again means only one is hot, or set to one.
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Summary
In this chapter, we learned about the MNIST digits, and how to acquire them; how tensors
are really just multidimensional arrays; how we can encode image data as a tensor; how we
can encode categorical or classification data as a tensor; and then we had a quick review
and a cookbook approach to think about dimensions and tensors to get data prepared for
machine learning.

Now that we've learned how to set up our input and output data for machine learning,
we're going to move on to the next chapter, where we will create a Classical Neural
Network (CNN).



3
Classical Neural Network

Now that we've prepared our image data, it's time to take what we've learned and use it to
build a classical, or dense neural network. In this chapter, we will cover the following
topics:

First, we'll look at classical, dense neural networks and their structure.
Then, we'll talk about activation functions and nonlinearity.
When we come to actually classify, we need another piece of math, softmax.
We'll discuss why this matters later in this chapter.
We'll look at training and testing data, as well as Dropout and Flatten, which
are new network components, designed to make the networks work better.
Then, we'll look at how machine learners actually solve.
Finally, we'll learn about the concepts of hyperparameters and grid searches in
order to fine-tune and build the best neural network that we can.

Let's get started.

Comparison between classical dense neural
networks
In this section, we'll be looking at the actual structure of a classical or dense neural network.
We'll start off with a sample neural network structure, and then we'll expand that to build a
visualization of the network that you would need in order to understand the MNIST digits.
Then, finally, we'll learn how the tensor data is actually inserted into a network.
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Let's start by looking at the structure of a dense neural network. Using the network
package, we will draw a picture of a neural network. The following screenshot shows the
three layers that we are setting up—an input layer, an activation layer, and then an output
layer—and fully connecting them:

Neural network with three layers

That's what these two loops in the middle are doing. They are putting an edge between
every input and every activation, and then every activation and every output. That's what
defines a dense neural network: the full connectivity between all inputs and all activations,
and all activations and all outputs. As you can see, it generates a picture that is very
densely connected, hence the name!

Now, let's expand this to two dimensions with a 28 x 28 pixel grid (that's the input
network), followed by a 28 x 28 pixel activation network where the learning will take place.
Ultimately, we will be landing in 10 position classification network where we'll be
predicting the output digits. From the dark interconnecting lines in the following
screenshot, you can see that this is a very dense structure:



Classical Neural Network Chapter 3

[ 35 ]

Two-dimensional network

In fact, it's so dense that it's actually hard to see the edges of the individual lines. These
lines are where the math will be taking place inside of the network. Activation functions,
which will be covered in the next section, are the math that takes place along each one of
these lines. We can see from this that the relationship between the tensors and networks is
relatively straightforward: The two-dimensional grid of inputs (the pixels, in the case of this
image) are where the two-dimensional encoded data that we learned about in the previous
section will be placed. Inside of the network, math operations (typically a dot product
followed by an activation function) are the lines connecting one layer to another.

Activation and nonlinearity
We're going to be talking about why nonlinearity matters, and then we'll look at some
visualizations of the two most commonly used nonlinear functions: sigmoid and relu.

So, nonlinearity may sound like a complicated mathematical concept, but all you basically
need to know is that it doesn't go in a straight line. This allows neural networks to learn
more complex shapes, and this learning of complex shapes inside of the structure of the
network is what lets neural networks and deep learning actually learn.
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So, let's take a look at the sigmoid function:

Sigmoid function

It's kind of an S-curve that ranges from zero to one. It's actually built out of e to an
exponent and a ratio. Now, the good news is that you'll never actually have to code the
math that you see here, because when we want to use sigmoid in Keras, we simply
reference it by the name sigmoid.
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Now, let's look at relu. The relu nonlinear function is kind of only technically a nonlinear
function because when it's less than zero, it's a straight line:

ReLu nonlinear function—less than zero

When it's greater than zero, it's also a straight line. But the combination of the two, the flat
part before zero and the angle after zero together, does not form a straight line:

ReLu nonlinear function—greater than zero.
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Because it's a very constant function, this is mathematically efficient when carried out
inside of the computer, so you'll see relu used in many production neural network models
simply because it computes faster. But the trick with relu functions, as we learned when
we talked about normalization in the previous chapter, is that they can generate values
larger than one, so various tricks and techniques in building your neural network,
including normalizations and creating further layers, are often required to get relu
functions to perform well.

A lot of what's going on in machine learning involves computing the inputs to these relu
and sigmoid functions repeatedly.

A machine learning model may have hundreds, thousands, or even
millions of individual numerical parameters being run through relu or
sigmoid.

There's a lot of math going on under the covers, so the interaction of a large number of
nonlinearities allows a machine learner to conceptually draw a high-dimensional
mathematical shape around the answers.

Softmax
In this section, we'll learn about the output activation function known as softmax. We'll be
taking a look at how it relates to output classes, as well as learning about how softmax
generates probability.

Let's take a look! When we're building a classifier, the neural network is going to output a
stack of numbers, usually an array with one slot corresponding to each of our classes. In the
case of the model we're looking at here, it's going to be digits from zero to nine. What
softmax does is smooth out a big stack of numbers into a set of probability scores that all
sum up to one:

Stack of numbers
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This is important so that you can know which answer is the most probable. So, as an
example that we can use to understand softmax, let's look at our array of values. We can
see that there are three values. Let's assume that the neural network output is 1, 2, and 5.
We're trying to classify these into red, green, and blue categories. Now, we run it through
softmax, and we can see the probability scores. As you can clearly see here, it should be a
blue, and this is expressed as a probability. The way you read out softmax is by
using argmax. You look at the cell with the highest value and extract that index as your
predicted class. But if you look at the actual numbers—1, 2, and 5—you can see that these
add up to eight, but the output probability for 5 is 0.93. That's because softmax works
with an exponential. It's not just a linear combination of the numbers, such as dividing five
over eight and then saying 5/8 is the probability of being in that class. What we're saying
here is that the strongest signals are going to dominate the weaker signals, and this
exponential will actually overweigh the probability toward the class with a higher value so
that your neural network is more effective in classifying when things are relatively close.
Remember, with an actual neural network, you're not going to be outputting nice 1, 2, and
5 numbers—you're going to be outputting relatively small decimal numbers, such
as 0.00007, really small, floating-point numbers that we then need to be able to separate
out into classes.

Now you may be wondering why we should bother with this considering that you can
easily tell from the numbers 1, 2, and 5 that 5 is the biggest value. Well, the idea is that if
you have things expressed as probabilities, you can simulate confidence. You can, in a
sense, share scores between models and know how confident your model actually is. Plus,
different models will put out different numbers on different ranges. Just because you put
out 1, 2, or 5 in, say, the first model you try, this doesn't mean that those have the same
relative values in another model. So, crushing them down to probabilities lets you make
comparisons. Now, with that math out of the way, we can start looking at building the
actual neural network. The good news is you don't actually need to remember or know the
math we listed just now. You just need to remember the names of the pieces of math
because, in Keras, you reference activation functions with a simple name.
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Training and testing data
In this section, we're going to look at pulling in training and testing data. We'll be looking
at loading the actual data, then we'll revisit normalization and one-hot encoding, and then
we'll have a quick discussion about why we actually use training and testing datasets.

In this section, we'll be taking what we learned in the previous chapter about preparing
image data and condensing it into just a few lines of code, as shown in the following
screenshot:

Loading data

We load the training and testing data along with the training and testing outputs. Then,
we normalize, which just means dividing by the maximum value, which we know is going
to be 255. Then, we break down the output variables into categorical, or one-hot,
encodings. We do these two things (normalization and one-hot encoding) in the exact same
fashion for both our training and our testing datasets. It's important that our data is all
prepared in the same fashion before we attempt to use it in our machine learning model.
Here's a quick note about shapes. Note that the training data (both x and y) have the same
initial number:

Loading .shape (training)
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The first dimension is 60000 in both the cases, but look at the second and third dimensions
(28 and 28)—which is the size of an input image—and the 10 figure. Well, those don't
exactly have to match because what we're doing when we run this through a model is
transforming the data from 28, 28 dimensions into a 10 dimension.

In addition, look at the testing data. You can see that it's 10000 in the first dimension (28,
28), and then 10000, 10 in the second, as shown in the following screenshot:

Loading .shape (testing)

It's really important that these dimensions match up in the appropriate fashion. So, for a
training set, the first dimensions must match your x and y values (your inputs and your
outputs), and on your testing set, the same thing must be true as well. But also note that the
second and third dimensions, 28 and 28, are the same for both the training and testing
data, and the 10 (the output dimensions) are the same for both the testing and training
data. Not getting these datasets lined up is one of the most common mistakes that is made
when preparing information. But why?! In a word: overfitting.

Overfitting is essentially when your machine learning model memorizes a set of inputs.
You can think of it as a very sophisticated hash table that has encoded the input and output
mappings in a large set of numbers. But with machine learning, we don't want a hash table,
even though we could easily have one. Instead, we want to have a model that can deal with
unknown inputs and then predict the appropriate outputs. The testing data represents
those unknown inputs. When you train your model across training data and you hold out
the testing data, the testing data is there for you to validate that your machine learning
model can deal with and predict data that it has never seen before.

All right, now that we've got our training and testing data loaded up, we'll move on to
learning about Dropout and Flatten, and putting together an actual neural network.

Dropout and Flatten
In this section, we'll actually construct the neural network model and use Dropout and
Flatten in order to create a complete neural network.
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We'll start off by using the functional Keras model to actually assemble neural networks,
looking at the input and layer stacks in order to assemble a neural network end to end.
Then, we'll explain why we have Dropout and Flatten, and what effect they have on your
model. Finally, we'll show a model summary: This is a way that you can visualize the total
number of parameters and layers in a machine learning model.

Here, we're using what is known as the functional model of Keras. You can think of a
neural network as a series of layers, with each one of those layers being defined by a
function. The function passes a set of parameters to configure the layer, and then you hand
it, as a parameter, to the previous layer in your network to chain them all together. This
tiny block of code, as shown in the following screenshot, is actually a complete neural
network:

Functional model of Keras

We start with an input layer that's shaped in the same way as one of our input samples. In
our case, we have picked one of our training images, which we know from our prior lesson
has the dimensions of 28x28 pixels. Now, we pass this through a stack. A dense layer is
followed by dropout_1, followed by a dense layer followed by dropout_2, which we
ultimately turn into softmax activation to turn it over to the output layer. Then, we
combine these together as inputs and outputs into our model. Then, we print summary,
which will look like this:
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Model summary output

So, you can see from this that the parameters are passed initially to the layers, and then the
layers themselves are passed to form a chain. So, what about these Dropout and Flatten
layers? The Dropout parameter is essentially a trick. When we set the Dropout parameter
(and here, it's 0.1) what we're telling the neural network to do is randomly disconnect 10%
of the activation in each training cycle. What this does is it gets the neural network to learn
to generalize; this is true learning, rather than simply memorizing the input data. The
Flatten layer deals with the dimensions. Because we have a two-dimensional 28x28 pixel
input image, we use Flatten to turn this into a long, single-dimensional string of numbers
for 784. This gets fed to the output softmax layer.

Printing out the summary of the model is a great way to figure out the size and dimension
of your parameters. This ends up being one of the trickier parts of using Keras, such as
when you have a set of input samples—in our case, the 28x28 images—and you need to
turn them into a single array of ten possible output values by the time you get to softmax.
You can see how the shape changes as we pass it through each one of the layers. Then
finally, Flatten turns it down to a single dimension for each sample, which then gets
turned into a single dimension with ten possible values for the output.
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All right, now it's time to run the model. Now that we understand how to put a model
together, including the Dropout and Flatten layers, we'll move on to solvers, which are
what we use to actually execute a machine learning model.

Solvers
In this section, we'll set up learning and optimization functions, compile the model, fit it to
training and testing data, and then actually run the model and see an animation indicating
the effects on loss and accuracy.

In the following screenshot, we are compiling our model with loss, optimizer, and
metrics:

Compiling model

The loss function is a mathematical function that tells optimizer how well it's doing. An
optimizer function is a mathematical program that searches the available parameters in
order to minimize the loss function. The metrics parameter are outputs from your
machine learning model that should be human readable so that you can understand how
well your model is running. Now, these loss and optimizer parameters are laden with
math. By and large, you can approach this as a cookbook. When you are running a machine
learning model with Keras, you should effectively choose adam (it's the default). In terms of
a loss function, when you're working with classification problems, such as the MNIST
digits, you should use categorical cross-entropy. This cookbook-type formula should serve
you well.
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Now, we are going to prepare to fit the model with our x training data—which consists of
the actual MNIST digit images—and the y training parameter, which consists of the zero to
nine categorical output labels. One new concept we have here is batch_size. This is the
number of images per execution loop. Generally, this is limited by the available memory,
but smaller batch sizes (32 to 64) generally perform better. And how about this strange
word: epoch. Epochs simply refer to the number of loops. For example, when we say eight
epochs, what we mean is that the machine learning model will loop over the training data
eight times and will use the testing data to see how accurate the model has become eight
times. As a model repeatedly looks at the same data, it improves in accuracy, as you can see
in the following screenshot:

Model running

Finally, we come to the validation data, also known as the testing data. This is actually used
to compute the accuracy. At the end of each epoch, the model is partially trained, and then
the testing data is run through the model generating a set of trial predictions, which are
used to score the accuracy. Machine learning involves an awful lot of waiting on the part of
humans. We'll go ahead and skip the progress of each epoch; you'll get plenty of
opportunities to watch these progress bars grow on your own when you run these samples.
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Now, let's talk a little bit about the preceding output. As the progress bar grows, you can
see the number of sample images it's running through. But there's also the loss function
and the metrics parameter; here, we're using accuracy. So, the loss function that feeds
back into the learner, and this is really how machine learning learns; it's trying to minimize
that loss by iteratively setting the numerical parameters inside the model in order to get
that loss number to go down. The accuracy is there so that you can understand what's
going on. In this case, the accuracy represents how often the model guesses the right digit.
So, just in terms of thinking of this as a cookbook, categorical cross-entropy is the loss
function you effectively always want to use for a classification problem like this, and adam
is the learning algorithm that is the most sensible default to select; accuracy is a great
output metrics that you can use to see how well your model's running.

Hyperparameters
In this section, we'll explore hyperparameters, or parameters that can't quite be machine
learned.

We'll also cover trainable parameters (these are the parameters that are learned by the
solver), nontrainable parameters (additional parameters in the models that don't require
training), and then finally, hyperparameters (parameters that aren't learned by a traditional
solver).

In our Model summary output screenshot, pay attention to the number of trainable
parameters in the highlighted section of code at the bottom of the screenshot. That is the
number of individual floating-point numbers that are contained inside of our model that
our adam optimizer, in conjunction with our categorical cross-entropy loss function, will
be exploring in order to find the best parameter values possible. So, this trainable
parameter number is the only set of numbers that is learned by our optimizer function.
There are, however, many other numbers in this code and in the preceding screenshot.
What about these nontrainable parameters? In our current model, there are zero
nontrainable parameters. However, different kinds of layers in Keras may have constant
values, and so they'll show up as nontrainable. Again, this simply means that there's no
need for them to be trained, and that our optimizer function will not try to vary their
values.
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So, what is a hyperparameter? Well, very simply, a hyperparameter is a value—a
parameter—that is outside of the model itself. So the simplest thing to think of as a
hyperparameter is the actual model structure. In this case, the number of times we've
created layers is a hyperparameter, the size of the layers is a hyperparameter, the 32 units
we select here in our dense layers is a hyperparameter, the 0.1 dropout setting is a
hyperparameter, and even the activation function itself—the choice of relu, say, rather
than sigmoid—is a hyperparameter. Now you may be thinking, wait a minute, I'm having to
pick an awful lot of parameters here; I thought the machine was supposed to be learning. It is! The
trick, though, is that optimizer is not able to learn everything we need to know to put
together an optimal model.

Grid searches
In this section, we will explore grid searches.

We'll talk a bit about optimization versus grid searching, setting up a model generator
function, setting up a parameter grid and doing a grid search with cross-validation, and
finally, reporting the outcomes of our grid search so we can pick the best model.

So why, fundamentally, are there two different kinds of machine learning activities here?
Well, optimization solves for parameters with feedback from a loss function: it's highly
optimized. Specifically, a solver doesn't have to try every parameter value in order to work.
It uses a mathematical relationship with partial derivatives in order to move along what is
called a gradient. This lets it go essentially downhill mathematically to find the right
answer.

Grid searching isn't quite so smart. In fact, it's completely brute force. When we talk about
doing a grid search, we are actually talking about exploring every possible combination of
parameter values. The grid search comes from the fact that the two different sets of
parameters forms a checkerboard or grid, and the grid search involves running the values
that are in every square. So, as you can see, grid searching is radically less efficient than
optimization. So, why would you ever even use a grid search? Well, you use it when you
need to learn parameters that cannot be solved by an optimizer, which is a common
scenario in machine learning. Ideally, you'd have one algorithm that solves all parameters.
However, no such algorithm is currently available.
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Alright, let's look at some code:

Model-generating function and conceive two hyperparameters

We're going to be using scikit-learn, a toolkit often used with Keras and other machine
learning software in order to do our grid search and our classification report, which will tell
us about our best model. Then, we're also going to import Keras's KerasClassifier
wrapper, which makes it compatible with scikit_learn.
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So now, let's focus on a model-generating function and conceive two hyperparameters. One
of them will be dropout and the other one will be the number of units in each one of the
dense hidden layers. So, we're building a function here called dense_model that takes
units and dropout and then computes our network as we did previously. But instead of
having a hard-coded 32 or 0.1 (for example), the actual parameters are going to be passed
in, which is going to compile the model for us, and then return that model as an output.
This time, we're using the sequential model. Previously, when we used the Keras functional
model, we chained our layers together one after the other. With the sequential model, it's a
lot more like a list: you start off with the sequential model and you add layer after layer,
until the sequential model itself forms the chain for you. And now for the hyperparameter
grid. This is where we point out some shortcomings of the grid search versus an optimizer.
You can see the values we're picking in the preceding screenshot. We'll do one epoch in
order to make things run faster, and we'll keep a constant batch_size of 64 images that
will vary between 32, 64, and 128 hidden units, and dropouts of 0.1, 0.2, and 0.4. Here's
the big shortcoming of grid search: the hyperparameters you see listed here are the only
ones that will be done—the grid search won't explore hyperparameter values in-between.

Now, we set up our KerasClassifier, handing it the model-building function we just
created and setting verbose to 0 to hide the progress bars of each Keras run. Then, we set
up a timer; I want to know how long this is going to take. Now, we set up a grid search
with cross-validation. For its estimator, we give it our model, which is our
KerasClassifier wrapper, and our grid parameter (see the preceding
hyperparameters), and we say cv=6, meaning cut the data (the training data) into six
different segments and then cross-validate. Train on 5, and use one sixth to validate and
iteratively repeat this in order to search for the best hyperparameter values. Also, set
verbose to 4 so that we can see a lot of output. Now that much is running with Keras
alone, we call the fit function going from our x training data (again, those are our input
images) to our y training data (these are the labels from the digits zero to nine) and then
print out our best results. Note that we haven't actually touched our testing data yet; we're
going to use that in a moment to score the value of the best model reported by the grid
search.

Now, we test the result. This is where we use argmax. Again, this is a function that looks
into an array and picks out the index that has the largest value in it. Effectively, this turns
an array of ten one-hot encoded values into a single number, which will be the digit that
we're predicting. We then use a classification report that's going to print out x grid that
shows us how often a digit was predicted correctly compared to the total number of digits
that were to be predicted.
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Alright, so the output of the preceding code is as follows:

Output—printing out scores

We're exploring each of the parameters in the hyperparameter grid and printing out a
score. This is how the grid search searches for the best available model. When we're all
done, a single model will have been picked. In this case, it's the one with the largest number
of hidden units, and we're going to evaluate how well this model is using our testing data
with the classification report.

In the following screenshot, you can see that the printout has each one of the digits we've
recognized, as well as the precision (the percentage of time that we correctly classified the
digit) and the recall (the number of the digits that we actually recalled):

Output—final score

You can see that our score is decent: it's 96% accurate overall.
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Summary
In this chapter, we actually covered an awful lot of material. We saw the structure of the
classical or dense neural network. We learned about activation and nonlinearity, and we
learned about softmax. We then set up testing and training data and we learned how to
construct the network with Dropout and Flatten. We also learned all about solvers, or
how machine learning actually learns. We then explored hyperparameters, and finally, we
fine-tuned our model with grid search.

In the next chapter, we'll take what we've learned and alter the structure of our network to
build what is called a convolutional neural network (CNN).



4
A Convolutional Neural Network
In the previous chapter, we learned all about dense neural networks.

In this chapter, we're going to move on to a more recent technique: the convolutional neural
network. This is an approach that you can use to process a wide array of images, and you'll
find that, as we show you how it works, it's actually much more accurate and effective than
the classical neural network.

In this section, we're going to learn all about convolutions and how to apply them to
images, and then we're going to learn about another operation known as pooling. Armed
with these two new techniques, we're going to build an actual convolutional neural
network and train it in our MNIST digits, which will reveal that it's much more accurate.
Finally, we're going to build an actual deep network. The idea behind deep learning is that
you take these layers and combine them to make even larger networks, and we'll show you
how that goes.

Convolutions
In this section, we will learn about convolutions. We're going to see the structure of a
convolutional network, and then we're going to apply that to two dimensions, just like we
would if we were using it for an image. Finally, we're going to discuss the benefits of a
convolutional network and why you would choose to use one.
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Alright, let's get started! First, we're going to import the networkx packages and
matplotlib, just like we did for the classical neural network:

Importing packages

The code here is similar to what we learned in the previous chapter, but there's a minor
change:

Connecting from the inputs to the activation
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You will have noticed that where we are connecting from the inputs to the activation, rather
than connecting every input to every activation, we have a window. In this case, we're
using a window of three, and that window then makes a sparser set of connections. The
sparser set of connections, as you can see here in the actual image, means that not every
input is connected to every activation; instead, there's a sliding window:

Sliding window

If you look at the lower left-hand dot, you'll see that it's actually connected one, two, three
up, down to the first activation in the next column, and then similarly one, two, three up,
down to the second dot in the second column. Here, we're going to visualize just a part of a
network. We have a 6 x 6 grid of pixels connecting to a 6 x 6 grid of activations; so we're
going to walk up the x and the y here in steps of 3. This means that this is a 3 x 3 subpatch.
As you can see from the arc lines that are drawn in the output graph, what's happening is
that the 3 x 3 grid and the lower left is actually being connected to one pixel on the
activation on the right:

Visualizing a part of a network
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The output of the preceding code is as follows:

Output—visualizing a part of a network

This is different, very much so compared to the dense neural network, because it is
connecting multiple inputs to a single output, as opposed to every input to every output.
Using this, you can visualize how, across a larger image, this patch would slide across the
image encoding regions into output variables. This has special benefits for image
processing that we'll discuss now.

So, why do we do this? Regions. Convolutional neural networks encode regions of images,
much like you'd think of how you look at an image with your eyes. This has important
computational benefits because it groups the x and y regions of an image together
computationally, creating a compact representation of the data; it's much more efficient to
process a convolutional neural network because there are simply less connections to
compute. Now, convolutional neural networks are not only more accurate, but they, by and
large, run faster.

Pooling
Now, in this section, we'll move on to pooling. We'll be learning about the one-dimensional
pooling operation; the two-dimensional pooling operation, such as you would use on an
image; and then finally, we are going to discuss image channels and how they're used in
this data.
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Okay, from the top, we're going to be importing keras and some additional layers this
time—particularly MaxPooling1D, and MaxPooling2D—and we're going to go ahead and
import the convolutional 2D layer, which we'll be using a little bit later on. So, if you take a
peek at the code, what we're doing is setting up a matrix, and this matrix just has some
values. You can think of it as a square matrix of almost all ones, but I've sprinkled some
higher values in here; there's 2, 3, 4, and 5. What the max pooling is going to do is extract
out the highest values. So, we're going to be using a bit of a trick. To date, we've used Keras
to learn machine learning models, but it turns out you can also just run the layers directly
and do a little bit of math:

Importing packages

So, as you already know, you can see the values that popped into the screen; 2, 3, 4, and 5;
those are actually the maximum values in the single dimension on the leading edge here:

Max pooling operation single matrix

You can see in the preceding screenshot that the sequential model that's been put together
just has the max pooling operation, and we directly insert our NumPy array into the
predicted batch. We're basically skipping the training step here and just running the model
as a mathematical engine. But this gives you a sense of what the max pooling operation
does: it pulls out the maximum value in the dimension.
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I also want to point out np.squeeze. What does this do? Well, squeeze eliminates
dimensions that only have one potential value. So, remember that Keras almost always
works in a batch. Here, our batch has only one batch entry: this matrix we have on the
preceding screenshot. So, squeezing eliminates batch dimension so that we have a nice flat
array as output.

For moving up to two dimensions, we're going to be using the MaxPooling2D operator
with a pool size of 2. What this means is that we're going to be using a 2 x 2 square pool
that's going to extract the maximum values. You can see from the values on the
screenshot—1, 4, 3, and 5—that if you look back up at the input matrix, you'll see that the
upper left-hand 1 is the maximum value of the upper left-hand region of the input, and that
4 is the maximum value of the upper right-hand region:

Max pooling operation matrices

You get the basic idea! It actually took the 4 x 4 and turned it into a 2 x 2 by pulling in the
maximum value. Okay, so if this is just two dimensions, why do we have three dimensions
here? 4, 4, and 1. The answer is that pixels have color; they could be red, green, or blue; in
which case you'd have a three in the final channel dimension. In the black and white
images we're working with, you simply have a one in that dimension. So, when we pool,
what we're really doing is pooling in a specific channel. In this case, we're pooling the black
and white pixels together.

You can see here that there's an additional call in here, which is np.expand_dims with -1.
What this does is it takes our a perfectly square array (that's 4 x 4 on the input), and adds an
additional one dimension to the end to encode the channel shape so that it
fits MaxPooling2D. Then, we undo that on the output with np.squeeze again, which
reduces all of the one dimension axes and tosses them away, and so we get a nice square
matrix on output.
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Alright, so why do we carry out pooling? Well, it extracts the strong signals. What the
pooling operation does is it reduces the size of the image and focuses in on the strongest
values. This effectively allows the machine learner to help identify the most important
pixels and regions in the image.

Building a convolutional neural network
In this section, we're going to build a full convolutional neural network. We're going to
cover the MNIST digits and transform that data to have channels construct the
convolutional neural network with multiple layers, and then finally, run and train our
convolutional neural network and see how it compares to the classical dense network.

Alright! Let's load up our MNIST digits, as shown in the following screenshot :

Loading MNIST digits

You can see that we're performing a similar operation to what we did for the dense neural
network, except we're making a fundamental transformation to the data. Here, we're using
NumPy's expand_dims call (again, passing -1, meaning the last dimension) to expand our
image tensors from the 28 x 28 pixel MNIST images to actually have an additional
dimension of one, which encodes the color. In this case, it's a black and white image, so it's
a gray scale pixel; that information is now ready to use with the convolutional layers in
Keras.

Alright, let's start adding our layers. The first thing we're going to do is put together a
convolutional 2D layer with a kernel size of 3 x 3. This is going to slide a 3 x 3 pixel matrix
over the image, convolving that down to a smaller number of outputs, and then handing it
on to a secondary convolutional 2D layer, again with a 3 x 3 matrix. This, in a sense, serves
to build an image pyramid. It reduces and focuses the data in the image to an ever smaller
number of dimensions, and then we pass it through the max pooling, which reduces it
further still.
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Now, it's starting to look like our dense neural network from before. We perform a dropout
in order to avoid overfitting; we flatten it to remove all the separate dimensions so that
now, there's just one dimension left; and then we pass it through a dense neural network,
before finally feeding it on to our friend, softmax, who, as you remember, will classify our
digits from zero to nine, the individual written digits of zero through nine. That generates
our final output:

Performing a dropout
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Alright, so this is similar to a dense network in total structure, except we've added a
preprocessing set of layers that do convolution.

Alright, let's give this thing a run!

Output—preprocessing set of layers

As I mentioned previously, machine learning definitely involves human waiting, because
we're going to run and train multiple layers. But you can see that the actual training code
we run (the model compilation and the model fit) is the exact same as before from when we
worked with the dense neural network. This is one of the benefits of Keras: the plumbing
code to make it all go stays roughly the same and then you can change the architecture,
putting in different layers, putting in different numbers of activations, or putting in
different activation functions so that you can experiment with different network shapes that
may work better with your individual set of data. In fact, you can experiment with the layer
in this notebook. You can, for instance, change the activations from 32 and 64 to 64 and 128,
or add in another dense layer before the final softmax output.

Now, running this training on your system, it might be time-consuming. On my machine, it
took about 10 minutes to complete the entire set of training. But you'll notice right away
that we're getting quite a bit better accuracy. If you cast your mind back to the last section,
our dense neural network achieved an accuracy of about 96%. Our network here is a lot
closer to 99%, so, by adding in convolutions, we've successfully built a much more accurate
classifying neural network.
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Deep neural network
Now, we're going to create an actual deep neural network using convolution.

In this section, we'll cover how to check to make sure we're running on a GPU, which is an
important performance tip. Then, we'll load up our image data, and then we'll build a
multiple block deep neural network, which is much deeper than anything we've created
before. Finally, we'll compare the results of this deep neural network with our shallow
convolutional neural network in the previous section.

Here, at the top, we're importing the necessary Python packages:

Importing packages

This is the same as we did for the standard convolutional neural network. The difference
regarding making a deep neural network is that we're simply going to be using the same
layers even more. In this next block, we're going directly to tensorflow and importing the
python library. What is this device_lib we're seeing? Well, device_lib actually lets us
list all of the devices that we have access to in order to run our neural networks. In this
case, I'm running it on an nvidia-docker setup and have access to the GPU, which will boost
performance:

System status
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If you don't have a GPU, that's fine! Just know that it'll take materially longer (maybe as
much as 20 times longer) to run these deep neural networks on a CPU setup. Here, we're
importing the MNIST digit training data, the same as before:

Importing the MNIST digit training data

Remember that we're expanding the dimensions with the -1 (meaning that we're
expanding the last dimension) to install channels, and we're normalizing this data with
respect to the maximum value so that it's set up for learning the output values (the y
values). Again, we switch them to categorical; there are ten different categories, each
corresponding to the digits zero through nine.

Alright! Now, the thing that makes a deep neural network deep is a recurring series of
layers. We say it's deep with respect to the number of layers. So, the networks we've been
building previously have had one or two layers before a final output. The network we have
here is going to have multiple layers arranged into blocks before a final output. Okay,
looking at the first block:

Block 1
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This actually forms a chain where we take a convolution of the inputs and then a
convolution of that convolution, and then finally apply a max pooling in order to get the
most important features. In this convolution, we're introducing a new parameter that we
haven't used before: padding. In this case, we're padding it using same value, meaning we
want the same amount of padding on all sides of the image. What this padding actually
does is that when we convolve down, because of our 3 x 3 kernel size, the image ends up
being, slightly smaller than the input image, so the padding places a perimeter of zeros on
the edge of the image to fill in the space that we shrunk with respect to our convolution.
Then, ending on the second block, you can see here that we switch from 64 activations to
128 as we attenuate the image:

Block 2

Essentially, we're shrinking down the image to a denser size, so we're going from 28 pixels
by 28 pixels through this pooling layer of 2 x 2 down to 14 pixels by 14 pixels, but then
we're going deeper in the number of hidden layers we're using to extrapolate new features.
So, you can actually think of the image honestly as a kind of pyramid, where we start with
the base image and stretch it out over convolution, and narrow it down by pooling, and
then stretch it out with convolution, and narrow it down by pooling, until we arrive at a
shape that's just a little bit bigger than our 10 output layers. Then, we make a softmax
prediction in order to generate the final outcome. Finally, in the third block, very similar to
the second block, we boost up to 256 hidden features:

Block 3

This is, again, stretching the image out and narrowing it down before we go to the final
output classification layer where we use our good old friend, the dense neural network. We
have two layers of dense encoding, which then ultimately go into a 10 output softmax.
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So, you can see that a deep neural network is a combination of the convolutional neural
network strung deeply together layer after layer, and then the dense neural network is used
to generate the final output with softmax that we learned about in the previous sections.
Let's give this thing a run!

Output—Model summary

Okay, you can see the model summary printing out all of the layers here, chained end-to-
end with 3.1 million parameters to learn. This is by far the biggest network we've created so
far.
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Now, it's time to train this network on our sample data and see how well it predicts. Okay,
we're training the model now, and it's going relatively quickly:

Training the model

On my computer, getting through the iterations took about 3.5 minutes with my Titan X
GPU, which is really about as fast as you can get things to go these days with a single GPU
solution. As we get to the end of the training here, you can see that we have an accuracy of
0.993, which is 1/10 or 1% better than our flat convolutional neural network. This isn't that
big of an improvement it seems, but it is definitely an improvement!

So, we'll now ask: why? Simply, past 99% accuracy, marginal improvements are very, very
difficult. In order to move to ever higher levels of accuracy, substantially larger networks
are created, and you're going to have to spend time tuning your hyperparameters. The
examples we ran in this chapter are running more than eight epochs. However, we can also
change the learning rates, play with the parameters, perform a grid search, or vary the
number of features. I'll leave that to you as an experiment.
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Summary
Alright! We've learned about convolutions, which are a loosely connected way of moving
over an image to extract features; we've learned about pooling, which summarizes the most
important features; we've built a convolutional neural network using these techniques; and
then finally, we combined many layers of convolution and pooling in order to generate a
deep neural network.

In the next chapter, we're going to switch over to a bit more application development.
We're going to be building an image classification REST server that can take different
neural network models and serve those as APIs.
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An Image Classification Server

In this chapter, we're going to be taking the machine learning models we've learned about
and turn them into REST servers for image classification.

In this chapter, we'll be covering the following topics:

Making a REST API definition with OpenAPI or Swagger
Creating a Docker container to create a repeatable build environment
Making predictions with our API and posting images over HTTP

REST API definition
Let's begin by defining the REST API. This is comprised of four activities: getting the
project source code from GitHub with git; installing the necessary packages and reviewing
the packages that will be needed in order to run our server; editing and creating the
OpenAPI or Swagger definition file in YAML; and then finally handling a POST-ed image
in that code that the REST API takes to turn an actual image file into a tensor.

First, we need to clone the repository that we've provided in order to have a REST service.
I'm getting this over HTTPS and cloning it with the command line:

$ git clone https://github.com/wballard/kerasvideo-server/tree/2018.git
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You can put it in any directory you like. Afterwards, we'll be able to use this source code
for the rest of this section, and in the remaining chapters of this book:

Files in Kerasvideo-server-2018

Using my locally installed Python, I'm actually using pip here to install the requirements
for this service:

$ pip install -r requirements.txt

Installing them into the Python that we're working with will allow us to run the service
locally in debug mode. However, if you're just going to review the source code and run and
build the Docker container, which we'll get to later on, there's no need to do this step.

Let's open up our models.yaml file:

The Models.yaml file
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This YAML file is a Swagger API definition, also known as an OpenAPI. Inside this file, the
API is defined declaratively; we specify the endpoints, the configurations, the parameters,
the return codes, and additional comments that serve as runtime documentation. At the
head of the file here, we specify that it's Swagger 2.0, which is the most commonly used
version of OpenAPI today. Then, immediately thereafter, we have an information block,
which really just describes the name of our API and serves as the version number and title;
this is just descriptive metadata about our API. The bulk of the configuration is concerned
with paths. You can see from the preceding screenshot that we have /mnist/classify.
This is actually our main API endpoint and definition. We specify that it takes a post; we
have the summary description and operation ID. The operation ID (mnist.post_image) is
what ties into our code in the framework when we actually launch it. If you look at this
closer, you can see that it consumes multipart/form data, meaning that we're actually going
to be posting a file to this API endpoint, much like you would upload a file with an HTML
form. Finally, this is going to return JSON with a 200 result code. The interesting thing
about this definition is that we're almost done with our server. By declaring the API with
YAML, we then marry this up with a very small amount of code, using the connection
framework to provide a REST API.

Let's take a look! We're going to open up our server.py:

The server.py file
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This is the actual code we're going to use to serve the YAML configuration we just made as
a REST server. As you can see, there's very little to it. We specify a port, we create a
connection application using that name and port, and we add an API with models.yaml.
This is probably the most minimal web server or REST server you'll have ever created
because the connection framework is using that YAML definition that we just created to
dynamically create the REST endpoints and then map through to a final piece of code,
which actually serves.

Let's take a look at that now:

The mnist.py file

This final piece of code is our MNIST module. If you remember YAML, we had
mnist.post_image, which means the module MNIST, and the function post_image. You
can see in the preceding mnist.py file that we're importing a few pieces of code, namely
the PIL, which is the image library we'll be using to process images. From here, we're going
to be preloading the MNIST_MODEL. This is a module-level variable containing the trained
machine learning model; we'll take a look at that model in the next section. Now, it's the job
of this post_image method to take a file, which is a posted file via an HTML multipart
form, take it as bytes (where you can see we have file.read), and turn it into an image
with Image.open:



An Image Classification Server Chapter 5

[ 71 ]

Using the Pillow command

This actually takes the bytes stream of the uploaded file and turns it into an image object in
memory. Because we've trained the MNIST_MODEL on the standard size images of 28 x 28,
we have to resize the image (just in case you've posted one that's larger than we're used to)
and then turn it grayscale (again, in case you posted a color image). So, we're normalizing
the data here to match the expectations of the MNIST_MODEL. With that in hand, we're going
to resize it. We are going to resize this image using the things we've learned about creating
samples and batches. So, the first dimension is 1, which is the sample (again, only one
image in this sample that we're posting); 28 x 28 is the size; and then we have 1, which is
the number of channels (here, it's just the grayscale). We take this set of data and predict it.
This is going to return an array of numbers, which are the 0 through 9 one-hot encodings.
We also have to reverse the one-hot encoding, which is the role of argmax. If you recall, it's
a batch of 1, so we pick off the 0 with the element of the returned array to match up with
our input, and then use argmax in order to find which digit we've been classified as (again,
reversing the one-hot encoding). Finally, we return this as a bit of JSON code.

The JSON encoder doesn't understand NumPy integer types, so we just do
a quick cast down to a Python integer.

Now that we understand how to make a REST service with connections and hook into the
Keras model, let's take a look at turning this into a Docker container so that we can have a
recreatable, deployable runtime environment.
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Trained models in Docker containers
In the last section, we looked at creating a REST server for classifying images. In this
section, we're going to look at preparing a Docker container to create a reasonable runtime
environment for that server. As we look into this, we're going to ask the question: why use
Docker to package up our machine learning models? Then, we'll actually investigate model
training and then save a trained model for use in the Docker container followed by our
server Dockerfile, which will package this all together. Finally, we'll build the Docker
container for the reusable runtime of our REST service.

So, why Docker? Fundamentally, it makes your trained model portable. Unlike most of the
programs you've created, which are mostly code with a separate database, a machine
learning model is typically going to have a relatively large set of files that are the stored
learned networks. These files are often too large to check into GitHub or to deploy by other
convenient means. While some folks will publish them on S3 or other file-sharing solutions,
packaging up your code for the runtime of your REST service along with your trained
model, in my opinion, provides a great way to create a portable runtime environment that
you can use across multiple different cloud providers, including Amazon, Microsoft, and
Kubernetes.

Now, let's take a look at our train_mnist Python source file. This is a script that you
simply run from the command line. It will train a Keras model in order to predict MNIST
digits. This is very similar to what we've done in previous sections, and, as you can see in
the following screenshot, we import all the necessary layers for our Keras model and then
print out look at our local devices:

The train_minst file
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Then, we load up the training and testing data, as we did in the previous sections, and we
pull this data in from Keras's prepackaged MNIST digits and models. Finally, we convert it
into categorical data (again, with one-hot encoding) in order to predict digits:

Training data

The model we'll be training in order to package up here is a relatively straightforward
convolutional model, similar to what we explored in previous chapters:

Convolutional model
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We're using sequential to have an input_shape down to ten classes and two series of
convolutions to build features. We'll use max pooling in order to reduce this, dropout in
order to prevent overfitting, and then flatten it out to the final output with 128 layer
activations so that we can then do another dropout. Finally, we will perform dense
encoding with softmax. Remember, softmax is the way we convert the final scores into a set
of probabilities across each of the classes.

Then, we'll use something that we haven't used before, which is model.save:

Save the model in an HDF5 file

We're actually going to save the entire pretrained model after we go through fitting with
the learning algorithm in order to have an .h5 file, which is really a set of matrix
definitions, the actual values that we learned, as well as the shape of the overall network, so
that we can load this up and reuse our training network. Regarding this training script,
we're going to be using it inside of a Dockerfile so that we can create a Docker container
with a pre-trained and saved model stored in the Docker image.

Here, we're taking a look at the Docker file:

The Docker file
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This is where we're going to utilize our training script and package up a reusable container.
We're starting from the same NVIDIA image we used before when we prepared a
Dockerfile, and we'll be installing a few packages that are necessary for full support at the
Python Miniconda. But the big difference here is that, instead of using Anaconda, which is
the full distribution with many packages, we're using Miniconda, which is a stripped
down, highly portable distribution of Python on top of which we will only then install the
necessary packages. Now that we've got Miniconda installed, we're going to create a user to
run this Keras and then copy the current directory where we've checked out our source
onto an SRC directory on the Docker container, which will serve as our build route point.
Then, we will pip install the requirements, which is going to bring in TensorFlow and
Keras connections, as well as the h5 Python library that we'll use to save our model:

Packages needed by our server

Here's the part that's different: we're actually going to train our model as part of our Docker
build file, and this will create a model, train it, and save it. However, it'll be saving it to the
Docker container, so that when we've built the Docker container image, or when we
distribute it or use it elsewhere, that trained file will go with it. Finally, we have our run
command to run our REST service, which will take advantage of the trained model file
that's stored in the Docker image:

Run our REST service
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Now, we're going to build our container; we're using the docker build command, and
again, using -t to tag it in kerasvideo-server. . means that we're running with the
Dockerfile in the current directory:

The docker build command

On my system, this takes quite a while. Training it with the CPU took roughly 30 minutes
to finish. This will vary based on the performance of your computer or whether or not you
enabled GPU support. At the end of this, we'll have a Docker container that's ready to run
so that we can use it as our REST server environment:

Docker container
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Now that we have a built Docker container with a trained model and a REST service on it,
we're going to run this service in order to make predictions.

Making predictions
In the previous section, we set up our Docker container, and now, in this section, we'll be
using our Docker container to run a REST server and make predictions. We're going to be
running our Docker container that we just created and then look at the connected built-in
user interface to test our REST service. Finally, we'll post an image with that REST service
so that we can see a prediction come back. We'll also see how you can call through to your
service with curl, a command-line program that can post files.

Now, we're going to be starting up our Docker container. We'll be mapping the local port
5000 through to the container port 5000, which is the default in our REST service. Then,
we'll start the service up. The kerasvideo-server container is the one we just created,
and this container will take a second to start up and import TensorFlow. Then, we will load
the model and serve it off of the local IP address on port 5000:

Loading of the model
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So, we open up localhost 5000/ui in our browser, and we get a user interface that's been
automatically generated by connection that documents the Swagger API:

User interface

You can see the endpoint that we have created (mnist/classify), and you can just click
on it and expand it so that you can look at our implementation notes, description, the
parameters, the response type, and our file upload:

Explore the default option
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Then, we'll go ahead and grab a sample digit that I had stored on disk, and we will post
this through to our API with the Try it out! button in the lower left-hand corner. This will
actually run our API for us. This shows the equivalent curl command from the command
line that we'll be using here, as well as the Request URL. Here's our answer coming back
from the Response Body, which correctly classifies this digit as a 0:

Final output (Response Body)

Now, let's try this from the command line. From the command line, this is a relatively
straightforward operation. We're actually just going to use curl from the UNIX command
prompt, and -F for form data posting. We have file= and here's the trick that @ variable
name and so it's @var/data/sample.png, which is our sample image. Then, we'll go
ahead and pass that through to the URL, which is our service, and we will see that it
correctly classifies:

$ curl -F file=@var/data/sample.png http://localhost:5000/mnist/classify

Using of curl command
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Now, you've got to remember that the file= is the parameter name that matches up to
what we created in our API definition YAML for Swagger, and that the multipart form data
is how we're posting and uploading the image. So, with this basic kind of technique, you
can use curl, or you can use other client libraries that you would use, say, from the web
browser, in order to integrate your machine learning service into the rest of your
application.

Summary
We've actually used a Swagger API definition to create a REST API model that then
declaratively generates the Python framework in order for us to serve that API. We just had
to put in a very small amount of code in order to get it running. Then, we created a Docker
container that captures not only our running code that is our service, but our pre-trained
machine learning model, which then forms a package so that we are able to deploy and use
our container. Finally, we used this container in order to serve and make predictions.
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Leave a review - let other readers know what
you think
Please share your thoughts on this book with others by leaving a review on the site that you
bought it from. If you purchased the book from Amazon, please leave us an honest review
on this book's Amazon page. This is vital so that other potential readers can see and use
your unbiased opinion to make purchasing decisions, we can understand what our
customers think about our products, and our authors can see your feedback on the title that
they have worked with Packt to create. It will only take a few minutes of your time, but is
valuable to other potential customers, our authors, and Packt. Thank you!



Index

A
activation  35, 38

C
categories
   turning, into tensors  30, 31
classical neural network
   versus dense neural network  33, 35
convolutional neural network
   building  58, 60
convolutions  52, 54

D
data
   sharing  13, 14, 15, 16
   testing  40
   training  40
deep neural network  61, 63, 64
dense neural network
   versus classical neural network  33, 35
Docker container
   trained models  72, 74, 75, 76
   used, for executing REST server  77, 78, 79
Docker
   installing  5, 7, 8
   URL, for installation  6
dropout  41, 43

F
flatten  42, 43

G
gradient  47
grid searches  47, 49, 50

H
hyperparameters  46

I
images
   turning, into tensors  28, 29
Intel Math Kernal Libraries  10

M
machine learning Docker file  9, 10, 11, 12
machine learning REST service  17, 18, 20, 21, 22
MNIST digits  23, 24, 25, 26

N
nonlinearity  35, 38

O
Optical Character Recognition (OCR)  23
overfitting  41

P
pooling  55, 57

R
REST API
   defining  67, 69, 70

S
softmax  38
solvers  44

T
tensors
   about  26, 27



   categories, turning into  30, 31    images, turning into  28


	Cover
	Title Page
	Copyright and Credits
	Packt Upsell
	Contributors
	Table of Contents
	Preface
	Chapter 1: Machine Learning Toolkit
	Installing Docker
	The machine learning Docker file
	Sharing data
	Machine learning REST service
	Summary

	Chapter 2: Image Data
	MNIST digits
	Tensors – multidimensional arrays
	Turning images into tensors
	Turning categories into tensors
	Summary

	Chapter 3: Classical Neural Network
	Comparison between classical dense neural networks
	Activation and nonlinearity
	Softmax
	Training and testing data
	Dropout and Flatten
	Solvers
	Hyperparameters
	Grid searches
	Summary

	Chapter 4: A Convolutional Neural Network
	Convolutions
	Pooling
	Building a convolutional neural network
	Deep neural network
	Summary

	Chapter 5: An Image Classification Server
	REST API definition
	Trained models in Docker containers
	Making predictions
	Summary

	Other Books You May Enjoy
	Index

